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Abstract. WireGuard is a modern VPN protocol that aims to provide a
minimal, high-performance alternative to traditional tunneling protocols
such as IPsec and OpenVPN. Its design emphasizes simplicity and strong
cryptographic guarantees, and its handshake has been the subject of for-
mal cryptographic analysis. Nevertheless, the security of any deployment
ultimately depends on the correctness of its implementation. This paper
presents a systematic analysis of the WireGuard protocol, focusing on
subtle design aspects that can introduce pitfalls during implementation.
We identify and categorise potential implementation errors that may
compromise key security properties such as confidentiality, peer authen-
tication, and session continuity. Furthermore, we examine the practical
implications of these pitfalls through a structured assessment of their
impact across a range of attacker capabilities. To aid developers and
researchers in evaluating WireGuard implementations, we introduce blac-
knoise, a testing framework designed to detect common deviations from
the protocol specification. We apply it to eight prominent WireGuard
implementations and report the resulting findings. We further show that
observable behavioural differences between these implementations are
sufficient to narrow the implementation running on a remote peer to
at most two candidates, and package these checks into a companion
fingerprinting tool.
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1 Introduction

WireGuard [6] has emerged as a widely adopted VPN protocol, valued for its
minimal codebase, strong cryptographic foundation, and ease of deployment. It is
now integrated into the Linux kernel and supported across virtually every major
platform. Beyond direct peer-to-peer deployments, WireGuard is increasingly
used as a building block by overlay-network products such as Tailscale [27] and
NetBird [22], and by commercial VPN providers such as Mullvad [21], which layer
their own key distribution, routing, or NAT-traversal logic on top of WireGuard.
As a result, flaws in a single WireGuard implementation can propagate to a
broad range of deployed systems. Despite its elegant design, the security of any
WireGuard deployment ultimately depends on the correctness of its implemen-
tation. The protocol specification, while precise in its cryptographic definitions,
leaves a number of operational concerns implicit: state machine transitions, timer
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interactions, and edge cases in packet handling are described informally or not
addressed at all. This creates fertile ground for subtle implementation errors that
may undermine the security guarantees the protocol is designed to provide.

In this paper, we present a systematic study of WireGuard’s implementation
landscape. We construct an explicit operational model of the protocol, comprising
a formal state machine, a complete enumeration of timers and counters, and
detailed packet handling procedures for each state. From this model, we identify
concrete implementation pitfalls and analyse their security consequences under a
range of attacker capabilities. We then translate these findings into a corpus of
protocol security tests. Most are expressible as black-box interactions and are
automated in blacknoise, our testing framework for WireGuard implementations.
The rest target requirements that are not observable from the wire and are instead
checked by manual source-code review. We apply this combined methodology to
eight prominent WireGuard implementations and report the results. Finally, we
identify behavioural differences between these implementations that are sufficient
to narrow the implementation running on a remote peer to at most two candidates,
and package these checks into a companion fingerprinting tool.

Our work is motivated by the observation that even well-maintained, widely
deployed implementations may diverge from the specification in ways that have
nontrivial security consequences. By making the operational model explicit and
the security tests automated and reusable, we aim to lower the barrier for both
developers and security researchers to reason about and evaluate WireGuard
implementations.

1.1 Contributions

— A comprehensive analysis of WireGuard’s protocol design and its associated
implementation challenges, including an explicit operational model that
clarifies underspecified elements of the specification such as the session state
machine and timer and counter behaviour.

— An evaluation of the security implications arising from incorrect or incomplete
implementations, organised by attacker capability.

— A practical testing framework, blacknoise, for assessing implementation cor-
rectness against the derived test corpus, and its application to eight Wire-
Guard implementations.

— A set of behavioural differences between the eight tested implementations
that allows a registered peer to narrow which implementation its counterpart
is running, together with a companion tool that automates this fingerprinting.

2 Background

2.1 WireGuard Design Overview

WireGuard [6] is a modern layer-3 VPN protocol built around a deliberately min-
imal design. In contrast to IPsec and OpenVPN, which expose large negotiation
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surfaces and support numerous cipher suites, WireGuard fixes its cryptographic
primitives and relies on a small, auditable codebase. Each peer is identified
solely by its Curve25519 public key; IP addresses and routing are configured
out-of-band, and no in-band certificate or identity negotiation takes place.

Cryptographic primitives. WireGuard’s handshake is an instantiation of the Noise
protocol framework [23], specifically the Noise_IKpsk2 pattern. Key exchange is
performed using X25519 Diffie-Hellman. Authenticated encryption of both hand-
shake payloads and transport data uses ChaCha20-Poly1305 (AEAD). Hashing
and key derivation rely on BLAKE2s and an HMAC-based KDF constructed
from it. An optional pre-shared symmetric key (PSK) provides an additional
layer of post-quantum resistance. These choices result in a fixed, non-negotiable
cryptographic profile, eliminating an entire class of downgrade and negotiation
attacks.

Handshake and session establishment. WireGuard establishes a session with
a two-message handshake. The initiator sends a handshake initiation message
containing an ephemeral public key, an encrypted static public key, and an
encrypted TAI64N timestamp. The responder replies with a handshake response
message containing its own ephemeral public key and an empty authenticated
payload. Upon successfully processing the response, both peers derive a pair of
symmetric session keys: one for each direction of data flow. The timestamp in
the initiation prevents replay of stale handshake messages; each peer records the
most recent timestamp accepted from a given initiator and rejects any initiation
with an earlier or equal value.

Transport data and session lifecycle. After the handshake, data packets are
encapsulated in WireGuard transport messages, each carrying a 64-bit nonce
and a ChaCha20-Poly1305 ciphertext. The nonce is a monotonically increasing
counter; a sliding-window mechanism on the receiver side allows limited out-of-
order delivery while preventing replay. Sessions have a finite lifetime governed
by a set of named timers and message counters (see Appendix B). A session
must be renegotiated after Rekey-After-Time seconds or Rekey-After-Messages
sent messages, and must be discarded after Reject-After-Time seconds or Reject-
After-Messages messages regardless of activity. Only the session initiator performs
time-driven rekeying, the responder waits for the initiator to act.

DoS mitigation via the cookie mechanism. To protect the responder from CPU-
exhaustion attacks that exploit the cost of asymmetric cryptographic operations,
WireGuard incorporates a cookie-based load-signaling mechanism. When the
responder is under load, it replies to handshake initiations with a cookie reply
message rather than processing the handshake. The cookie is a MAC of the
initiator’s source IP address and UDP port, keyed by a secret value that is
refreshed every 120 seconds. The initiator must incorporate this cookie into the
MAC2 field of its next handshake message, demonstrating that it can receive
traffic at the claimed source address. The whitepaper describes this mechanism
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only for the responder, but since the handshake response also carries MAC1 and
MAC?2 fields, the same mechanism can be applied symmetrically by the initiator
upon receiving a handshake response, a behaviour that must be inferred from
the message format rather than being explicitly specified.

3 Motivation

While the WireGuard whitepaper [6] provides a comprehensive design rationale
and a precise cryptographic specification, translating these descriptions into a
robust implementation requires a concrete operational model that the whitepaper
does not fully supply. The specification is primarily defined through prose and
algorithmic pseudocode, which leaves parts of the protocol implicit and forces
implementers to cross-check their interpretation against existing implementations
rather than against a normative specification. As we demonstrate in Section 5,
these gaps give rise to a range of subtle implementation errors with nontrivial
security consequences.

3.1 Threat Model

We consider a WireGuard target peer communicating over the Internet and
evaluate the impact of implementation flaws against four attacker models of
increasing capability.

Passive attacker. The passive attacker can only observe the IP traffic between
both peers. They have no ability to inject or modify packets. This model captures
a purely eavesdropping adversary, such as one monitoring a shared link.

Passive-injection attacker. This attacker can observe all traffic exchanged between
the peers and inject arbitrary IP packets, including packets with spoofed source
addresses, toward either peer. However, the attacker cannot drop, delay, or modify
packets sent by the legitimate peers. This model is representative of an off-path
attacker with access to a vantage point that provides traffic visibility, such as a
collocated host on the same network segment.

Active attacker. The active attacker has full control of the network channel
between the two peers. They can read, inject, modify, delay, drop, and replay
arbitrary IP packets destined for either peer. This model captures an adversary
who controls a network device on the path, such as a compromised router or a
malicious ISP.

Registered peer. The registered peer is a party whose static public key is present
in the target’s configuration, granting it the ability to complete a legitimate
WireGuard handshake and establish an authenticated session. Within that session,
the attacker has full control over the contents of the inner (encapsulated) IP
packets it sends. This model captures a semi-trusted participant, such as a VPN
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customer or a peer on a shared infrastructure, who is authorised to connect, but
should not be permitted to send inner traffic on behalf of other peers or to reach
unauthorised destinations.

4 Methodology

To systematically identify ambiguities and implementation pitfalls in the Wire-
Guard whitepaper, we constructed an explicit operational model of the protocol.
We first modelled the lifecycle of a WireGuard peer using a Mealy machine, defin-
ing the set of possible states for a secure session and mapping state transitions
triggered by specific packet inputs or timer events to their corresponding outputs
and successor states. Next, we compiled a complete enumeration of all timers
and counters described in the whitepaper, explicitly identifying the conditions for
starting and stopping each timer and the specific actions required upon expiration.
Finally, we derived the precise packet handling steps applicable to each packet
type within each state.

From this operational model, we identified specific ambiguities in the specifi-
cation and pinpointed potential implementation pitfalls that may compromise
the protocol’s security guarantees. The complete operational model, including
the derived state machine, timer definitions, and packet handling procedures, is
described in the supplementary material accompanying this paper. Guided by
these findings, we formulated a systematic set of compliance tests and analysed
the corresponding security implications under each of the attacker models in-
troduced in Section 3.1. The resulting test corpus is presented in Section 5. We
subsequently applied these tests to eight prominent WireGuard implementations,
using a combination of manual code review and our automated testing framework,
blacknoise, which is described in Section 6.

5 Test Corpus

We derive a corpus of security and compliance tests from the WireGuard whitepa-
per and operational model of Section 4 and group them by the protocol element
they target: the handshake initiation, the handshake response, handshake retrans-
mission, the cookie mechanism, endpoint roaming, transport data, and session
lifetime.

5.1 Handshake Initiation

— MACI1 verification. A responder that skips checking whether MACT1 is cor-
rect will proceed to attempt decrypting msg. static, performing a Curve25519
Diffie-Hellman and AEAD verification operation without requiring the sender
of the handshake initiation to have knowledge of the static public key of the
responder, increasing the responder’s DoS exposure.
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— AEAD authentication of msg.static and msg.timestamp. Both cipher-

texts are authenticated under the running handshake hash H;; a tampered
ciphertext or tag must cause decryption to fail. Skipping the msg.timestamp
tag check in particular yields a persistent-DoS primitive: an attacker who
captures a legitimate initiation can inject a copy with a scrambled timestamp
ciphertext, which decrypts to pseudo-random bytes that, as a big-endian
96-bit TAI64N value, almost certainly exceed the legitimate timestamp and
are recorded as the peer’s new highest-seen value, rejecting every subsequent
legitimate initiation.

Static and ephemeral public-key validation. Neither the decrypted
static key nor unencrypted_ephemeral may be the identity or a low-order
Curve25519 point; such points produce a predictable shared secret and
break session-key secrecy. Implementations must both reject such points and
handle them safely; some Curve25519 libraries signal failure by returning
an error or raising an exception when invoked on a low-order input, which
an implementation that does not check the return value can escalate into a
crash or undefined behaviour.

Timestamp monotonicity across restarts. The highest timestamp emit-
ted by each peer and the highest received per peer must persist across
implementation restarts and peer reconfiguration. Without this, an attacker
who captured an earlier initiation can replay it after a restart and cause the
responder to reject subsequent legitimate initiations as stale.

Timestamp replay and TAI64N semantics. The responder must record
the highest TAI64N timestamp accepted per peer and reject any initiation
with an earlier or equal value. Without this, an attacker can replay a captured
initiation to impose CPU load on the responder or disrupt a current session.
The 12-byte field must also be compared as an opaque big-endian 96-bit value:
TAI64N packs an 8-byte seconds field and a 4-byte nanoseconds field, so
parsing it into a structured timestamp invites normalisation of nanoseconds
> 10? by carrying into the seconds field, which can advance the stored
highest-seen timestamp well beyond the peer’s true clock and lock the peer
out until it catches up.

5.2 Handshake Response

— MACI1 verification, analogously to the initiation.
— AEAD authentication of msg.empty. Verification of the empty-payload

ciphertext tag confirms the responder possesses the correct transport keys; a
tampered tag must prevent the initiator from transitioning to the active state.
An initiator that skips this check can be driven by a passive-injection attacker
who knows the initiator’s static public key (required to produce a valid MAC1
on the forged response) into deriving transport keys from an attacker-chosen
ephemeral public key, ending up in an active session whose keys neither peer
actually shares and silently blackholing all subsequent traffic until the session
times out.
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— Ephemeral public-key validation. As for the initiation, neither the identity
nor a low-order Curve25519 point may be accepted.

— Handshake response replay. Implementations must not reprocess a hand-
shake response once the corresponding session is active; in particular, they
must not reset the session’s transport counters or receive-side replay win-
dow. A passive-injection attacker who replays a captured response into an
already-active session can otherwise force the initiator’s sending counter back
to zero, causing ChaCha20-Poly1305 nonce reuse under the same transport
key and exposing the XOR of the affected plaintexts from their ciphertexts,
and, if the replay window is cleared, re-admit previously accepted transport
messages for replay.

5.3 Handshake Retransmission

— Retransmission interval. The initiator must wait at least Rekey-Timeout
(plus jitter) before retransmitting handshake initiations, and must continue
to wait even if a cookie reply arrives or new outbound data becomes available
during the interval. A passive-injection attacker can otherwise capture a
valid cookie reply and replay it to the initiator repeatedly; each replay drives
a fresh handshake initiation toward the already-loaded responder, possibly
triggering it to derive new session keys and emit a new handshake response,
causing a DoS. A registered peer can exploit the same primitive as a traffic-
amplification vector against a victim responder by sending a cookie reply
with a spoofed source 1P, provided the target supports roaming on cookie
replies.

— Retransmission attempt limit. The initiator must stop retransmitting
once a total of Rekey-Attempt-Time has elapsed, rather than retransmitting
indefinitely. Combined with endpoint roaming, an indefinite retransmission
loop is a reflection vector: an attacker who causes the target to roam its
stored endpoint to an arbitrary victim IP and port (for example, by injecting
an authenticated packet with a spoofed source address) then receives a stream
of handshake responses aimed at the victim for as long as the retransmission
continues.

— Fresh ephemeral keys per retransmission. Each retransmitted initiation
must carry a freshly generated ephemeral keypair; reusing the ephemeral
across retransmissions weakens the forward-secrecy guarantees of the Noise
handshake.

— No independent response retransmission. The responder must not
retransmit a handshake response on its own; only a fresh initiation from
the initiator may elicit a fresh response. Independent retransmission is a
traffic-amplification vector: a registered peer sending an initiation with a
spoofed source address already causes one response packet to the victim, and
independent retransmission multiplies it.
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5.4 Cookie Mechanism

— Cookie reply to a handshake response. Implementations must accept
cookie replies issued in response to their own handshake responses and use
the supplied cookie to compute MAC2 on subsequent handshake responses
to that source. The whitepaper does not describe this flow explicitly, it only
mentions cookie replies in response to handshake initiations.

— Cookie reply AAD check. The cookie reply uses the MAC1 of the triggering
handshake as AEAD additional authenticated data (AAD). Without this
binding, an attacker can forge cookie replies carrying arbitrary cookie values:
the target decrypts them successfully, stores the bogus cookie, and computes a
wrong MAC2 on subsequent handshakes, which the real peer drops whenever
it is under load.

— Cookie-secret rotation. The cookie-reply sender’s cookie secret R, must
be regenerated at least every 120 seconds. A stale secret lets an attacker
who once obtained a cookie reuse it indefinitely, bypassing the source-address
binding. Cookies can be obtained by decrypting any cookie reply, which only
requires knowledge of the cookie-reply sender’s static public key.

— Cookie bound to source IP and port. Section 5.4.7 of the whitepaper
defines the cookie as a MAC over the concatenation of the source IP address
and the UDP source port, while the informal description in Section 5.3
mentions only the IP. Binding only the IP is weaker: every client sharing a
public address, e.g., via a NAT, would accept every other such client’s cookie.

5.5 Endpoint Roaming

Upon receiving an authenticated packet whose source address differs from the one
currently stored for a peer, the receiver overwrites that peer’s endpoint with the
packet’s source address, so that subsequent outbound traffic to the peer is sent
there instead [5]. The whitepaper does not specify whether roaming should be
supported for all message types or only a subset. Section 7.1 discusses the security
implications and shows that several official implementations do not honour cookie
replies as a roaming trigger.

— Endpoint update after authentication. Implementations must update the
stored endpoint only once the incoming message has been fully authenticated,
rather than on the basis of a weaker signal such as a matching session index.

5.6 Transport Data

— Sending counter integer width. The sending nonce counter must be
stored as a 64-bit integer. The width is not stated explicitly in the whitepaper
but is implied by the 64-bit counter field in the transport message header. A
narrower type, e.g., a platform-width integer on a 32-bit target, wraps after
232 packets and may induce nonce reuse under the same transport key.
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— Sliding-window replay protection. Each transport message carries a
64-bit nonce counter. The receiver must accept each counter at most once,
accept out-of-order counters that fall within the window, and reject replays
as well as counters that fall below the window after it has advanced. Without
this, a passive-injection attacker who captures a transport message can replay
it to cause duplicate tunneled packets at the receiver.

— Transport packet padding. Payloads must be zero-padded to a multiple
of 16 bytes. Without padding, a passive observer reads the exact inner
packet length from the ciphertext, enabling traffic-analysis attacks such as
fingerprinting the inner protocol.

— Cryptokey routing. A registered peer with a valid session can forge the
inner IP header. The target must verify the inner source address against the
peer’s configured AllowedIPs: packets whose inner source lies outside the
peer’s allowed range must be dropped, including addresses adjacent to the
peer’s own, addresses belonging to the target itself, and loopback addresses.
Without this, a registered peer can impersonate any source address on the
network.

5.7 Session Lifetime

— Session expiry. No transport packet may be accepted after Reject-After-
Time of session age, or after Reject-After-Messages transport messages have
been sent under the same key, with rekeying triggered at Rekey-After-Time or
Rekey-After-Messages. Bounding transport-key lifetime prevents an attacker
who later compromises the endpoint (e.g., by gaining physical access) from
decrypting traffic captured before the session ended.

— Key-material zeroization. Superseded session keys must be zeroed when
the session rotates, and all session state must be zeroed after 3x Reject-After-
Time of inactivity, bounding how long stale key material remains in memory
for a later endpoint compromise to recover. Implementors must take care to
use a zeroing function that the compiler cannot optimise away [2].

6 Evaluation

We evaluated the tests of Section 5 against eight prominent WireGuard imple-
mentations (Section 6.2). Most can be implemented as black-box tests, which
we automate in blacknoise, our security-testing framework for WireGuard. The
remaining five were instead checked by manual source-code review: they either
cannot be observed on the wire, or require the target to be under load before it
emits a cookie reply, which blacknoise does not induce. Appendix A, Table 3 gives
the full pass/fail matrix for the hardcoded-endpoint deployment of each imple-
mentation, with the manually reviewed tests marked *. Implementation-specific
findings are discussed in Section 6.3.
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6.1 Security-testing framework

The framework is implemented in Python. It acts as a WireGuard peer with
per-field control over every outgoing packet. A test case first drives the target
into the protocol state the test requires, then sends a malformed or otherwise
unexpected message and observes how the target reacts. Tests are modular: new
tests are added by subclassing a common base class. Each test case yields one
of PASS, FAIL, or ERROR, and is followed by a liveness check that completes an
unmodified handshake and exchanges a tunneled transport datagram with the
target to confirm it is still functional.

Target requirements and configuration. A target under test must (i) be configured
with the framework’s static public key as a peer, (ii) be reachable from two distinct
physical addresses on the test host, which is used to check roaming behaviour,
(iii) be resettable between cases via a user-supplied script to a known-good state
in which the peer is configured but no handshake or session is in progress, and
(iv) run a UDP reflection service that listens on all network interfaces of the
target host, including the tun interface of the tested WireGuard implementation,
and reflects any received datagram back through the tunnel. Test cases can
use this to, e.g., trigger a target-initiated handshake by sending a datagram
outside the tunnel, or verify end-to-end delivery by sending one through the
tunnel and observing the reflected copy. In our setup, Linux-compatible targets
run in Docker containers that are recreated per test, and foreign-kernel targets
(Windows NT, FreeBSD, OpenBSD, NetBSD) run in QEMU/KVM VMs that
are snapshot-restored. All experiments were run on a single Arch Linux host
(kernel 6.19.11, QEMU 10.2.2) with an Intel Core i9-9980HK and 32 GiB of RAM,
a full run of the corpus completed in at most 15 minutes on any target.

6.2 Tested WireGuard Implementations

We applied the test corpus to the eight implementations listed in Table 1. Five
of the eight are official implementations, maintained under the WireGuard
project [7,10,9,12,8]: the Linux, Windows NT, FreeBSD, and OpenBSD kernel
modules, together with wireguard-go, the reference userspace implementation.
The remaining three are third-party implementations developed and maintained
independently: the NetBSD kernel module; Cloudflare’s BoringTun, a userspace
implementation written in Rust; and wireguard-lwip, an embedded implementa-
tion built on the IwIP TCP/IP stack that is in turn used as the basis for other
embedded ports such as esp_ wireguard [25] and WireGuard-ESP32-Arduino [16].

6.3 Per-implementation findings

NetBSD. The NetBSD kernel module has one finding. We additionally describe
a related nonce-reuse bug present in an earlier in-development version. First,
the driver fails the ephemeral public-key validation test of Section 5.1, which
requires a responder to reject a handshake initiation whose ephemeral public
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Table 1. WireGuard implementations included in the evaluation.

Implementation Class Language Version
wireguard-linux [7] Linux kernel module C Linux 6.19.11
wireguard-nt [10] Windows NT kernel driver C 0.10.1
wireguard-freebsd [9] FreeBSD kernel module C FreeBSD 15.0
wireguard-openbsd [12] OpenBSD kernel module  C OpenBSD 7.8
wireguard-go [8] Userspace (reference) Go 0.0.20250522
NetBSD [28] NetBSD kernel module C NetBSD 10.1
BoringTun [4] Userspace Rust commit £a97920
wireguard-lwip [15] Embedded (IwIP stack) C commit 0c44df3

key is a low-order Curve25519 point. On a diagnostic kernel (one built with
the DIAGNOSTIC option, which enables additional runtime consistency checks), a
low-order ephemeral triggers a kernel panic; on a release kernel, the all-zero DH
output is silently accepted and the handshake proceeds with a predictable shared
secret. We reported this as NetBSD PR 60106; the report was acknowledged
upstream. Second, although the current driver passes the handshake response-
replay test of Section 5.2, an earlier version in development did not, producing
the nonce-reuse primitive the test targets and even triggering a KASSERT panic
on diagnostic builds. Commit d1a81d3 closes the bug as an incidental effect of a
general locking refactor, with no mention of replay or nonce reuse in its message.

BoringTun. Cloudflare’s BoringTun shows three findings. First, the implemen-
tation fails the sending counter integer width test of Section 5.6. The nonce
counter is a platform-width atomic integer (32 bits on 32-bit targets), so it
wraps after 232 packets within a single session and reuses a nonce under the
same key. We submitted a patch that changes the counter to 64 bits, which was
acknowledged upstream. The impact is largely theoretical, since secure sessions
are expected to be rekeyed after Rekey-After-Time seconds, well before 232 packets
can be sent under one key at any realistic rate. Second, the implementation does
not pad outgoing transport payloads to a multiple of sixteen bytes, failing the
transport-packet-padding test of Section 5.6; we reported this bug upstream.
Third, the implementation computes the cookie over the source IP address only
instead of the IP—port tuple specified in Section 5.4.7 of the whitepaper, failing
the cookie source-address-binding test of Section 5.4. Clients sharing a public
address via NAT therefore accept each other’s cookies, so an attacker behind the
same NAT as a legitimate client can bypass the source-address binding that the
cookie mechanism is meant to enforce. We disclosed this bug upstream.

wirequard-lwip. Wireguard-lwip shows one finding. When verifying whether a peer
is allowed to send a given tunneled packet according to the cryptokey-routing
table, the embedded implementation checked the destination address of the
packet instead of the source address, thus failing the cryptokey-routing test of
Section 5.6. The allowed-IPs list is meant to constrain what source address a
peer may claim, not where its packets may be sent. As a result, any registered
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peer could inject tunneled packets with arbitrary source addresses, defeating the
cryptokey-routing guarantee that binds a peer to its allowed source range. We
reported and patched the bug, the fix has been merged upstream.

wireguard-linuz. The Linux kernel module used plain memset to zero handshake
material once the transport keys had been derived from it. In theory, a C
compiler is allowed to optimise such calls away if it can prove the memory is not
subsequently read, leaving key material in memory, which would fail the key-
material zeroization test of Section 5.7. We notified the authors and submitted a
patch replacing these calls with memzero_explicit, which the compiler cannot
optimise away.

6.4 Implementation fingerprinting

Combining the test outcomes of the blacknoise framework with behavioural differ-
ences manually observed during testing, we derived a fingerprint for each of the
eight tested implementations, summarised in Table 2. Each row lists a behaviour
observable from a registered peer that is unique to the corresponding implemen-
tation. The fingerprints isolate four implementations to a single implementation,
namely wireguard-linux, NetBSD, BoringTun, and wireguard-lwip. They narrow
the remaining four to two pairs, wireguard-freebsd with wireguard-openbsd, and
wireguard-nt with wireguard-go, where we observed no protocol-level behavioural
difference between the members of each pair. We implemented a companion tool
that acts as a registered peer and automates these fingerprinting checks. An
attacker could use this to gather information about the target, for example, to
narrow down which operating system it is running.

Table 2. Distinguishing behaviours used to fingerprint each implementation from a
registered peer.

Implementation Distinguishing behaviour
wireguard-linux Sets the DSCP field of outgoing handshake IP packets to
0x88.

wireguard-freebsd/openbsd Sends an unprompted keepalive after completing a hand-
shake as responder.

NetBSD Replies with a cookie reply when two handshake initia-
tions are sent in quick succession and does not use jitter
for handshake retransmissions.

BoringTun Supports endpoint roaming on cookie replies.

wireguard-lwip Drops outgoing data packets when no session is estab-
lished, instead of queuing them.

wireguard-nt/go Fallback: classified as one of these when none of the other
distinguishing behaviours applies.
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7 Discussion

7.1 Roaming versus hardcoded peer endpoints

WireGuard’s roaming behaviour enables a concrete attack by a passive-injection
attacker. Consider two victim WireGuard peers A and B. When the attacker
sees an authenticated packet from A to B, it can resend a copy with the source
IP rewritten to any address of its choice. If the spoofed copy arrives first, B
updates A’s endpoint to the spoofed address and sends all subsequent outbound
traffic to the wrong destination. Prior discussion of this attack [5] frames it as a
way to extend a man-in-the-middle attack. Applied to both peers simultaneously,
the same technique permanently cuts off communication between the peers until
one side reloads the peer’s IP from its configuration. We verified this against the
Linux kernel implementation.

A WireGuard peer configuration already lets the user set the remote address
of a peer explicitly. When this is done, the attack above can be prevented entirely
by treating that address as authoritative and disabling roaming for that peer. We
argue that the specification should offer this as an explicit option for hardcoded
peers.

None of the tested implementations take this stance today. We tested each
implementation, with the peer configured with a hardcoded endpoint, for which
kind of WireGuard message types cause it to update the stored peer endpoint.
The results are reported in the Endpoint roaming section of Table 3. Every
implementation updates the stored peer endpoint on every authenticated message
type except cookie replies, even though the peer’s endpoint is configured statically.
BoringTun additionally updates the endpoint on receipt of a cookie reply.

7.2 Protocol design and implementation security

Despite the deviations reported in Section 6.3, the tested implementations fared
well overall: only the wireguard-lwip cryptokey-routing bug carries a clear security
impact, and every notable finding lies in a non-official implementation. We
attribute this to three properties of WireGuard’s design.

First, WireGuard deliberately keeps its in-band functionality minimal. Tasks
such as routing-table configuration, IP address assignment, and DNS setup are
left to out-of-band tooling. Protocols like OpenVPN, in contrast, handle these
inside the implementation itself, negotiating and pushing them over the tunnel
at session setup. This comes at a cost: responsibility shifts onto the tools that
configure the tunnel, which must themselves be secure. Second, WireGuard
also fixes its cryptographic primitives at the protocol level, so no cipher-suite
negotiation takes place between peers, eliminating entire classes of bugs such
as downgrade attacks and parser flaws in negotiation handling. The result is
a small, focused codebase with a narrow network-facing attack surface, which
reduces the space in which implementation bugs can hide and explains why the
implementations tested here all fit within a few thousand lines of code.
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Third, the Noise_IKpsk2 pattern [23] that WireGuard builds upon forces
implementors to perform certain checks in order to set up a working tunnel.
For example, by making identity verification cryptographically inseparable from
session-key derivation, a WireGuard implementation cannot set up a working
tunnel without knowledge of the other peer’s public key. A peer that uses the
wrong counterpart static key, or fails to process it correctly, derives a different
chaining key and therefore mismatched transport keys. Several smaller design
choices reinforce the same property. The chaining key is seeded with strings
encoding the protocol version and the chosen primitives, so peers that disagree on
either cannot derive matching keys. Most crypto libraries that provide ChaCha20-
Poly1305, the AEAD primitive WireGuard uses, expose it as a single call that
returns either tag-verified plaintext or an error, so an implementation cannot
decrypt without also checking the tag. This stands in contrast to certificate-based
protocols such as TLS 1.3, where session keys are derived from the ephemeral
Diffie-Hellman exchange alone and certificate verification is a logically separate
step that a buggy implementation can omit while still producing correct session
keys and functional encryption.

7.3 Future Work

The WireGuard whitepaper occupies an unusual position among protocol specifi-
cations. It is simultaneously a precise cryptographic specification and a description
of a reference implementation, without cleanly separating normative protocol
requirements from implementation-specific choices. Our findings suggest that the
WireGuard community would benefit from a more formal, normative specification
that separates protocol requirements from implementation guidance, analogous
to the role that RFC documents play for other protocols. Our operational model
and test corpus (Section 5) provide a starting point for such a specification.

The testing methodology we use in this paper, constructing an explicit opera-
tional model, deriving a compliance test corpus, and implementing an automated
testing framework, is applicable beyond WireGuard. A direction for future work is
to apply this approach to other instantiations of the Noise protocol framework [23],
which is increasingly used as the basis for new security protocols.

8 Related Work

8.1 Cryptographic Analysis of WireGuard

The cryptographic core of WireGuard has been studied extensively. Dowling and
Paterson [11] provided the first computational security analysis of the WireGuard
handshake, proving secrecy and authentication properties in a game-based model.
Lipp, Blanchet, and Bhargavan [19] constructed the first mechanised crypto-
graphic proof of the full WireGuard protocol, including transport data messages,
using the CryptoVerif proof assistant in an ACCE-style model. Their proof
covered forward secrecy, mutual authentication, session uniqueness, and replay
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resistance. More recently, Lafourcade, Mahmoud, and Ruhault [18] proposed a
unified symbolic model of the complete WireGuard protocol, including the cookie
mechanism, using SAPIC+, ProVerif, and Tamarin. Wu [29] provided a detailed
protocol analysis covering the state machine, timer behaviour, and edge cases in
session management.

These works focus on the protocol’s cryptographic properties under a formally
specified adversary model. Our work is complementary: rather than proving
security of a protocol abstraction, we examine how real implementations deviate
from the protocol’s operational model and what security consequences those
deviations have in practice.

8.2 Security Analysis of the Noise Framework

WireGuard’s handshake is an instantiation of the Noise protocol framework [23].
Kobeissi, Nicolas, and Bhargavan [17] introduced Noise Explorer, a tool that
translates arbitrary Noise handshake patterns into the applied pi-calculus and
verifies them automatically using ProVerif for a range of security properties. Girol
et al. [14] performed a comprehensive, automated analysis of the entire Noise
framework from first principles, computing the strongest threat model under
which each pattern is provably secure and enabling fine-grained comparison of
patterns that were previously described as offering similar guarantees.

8.3 VPN Implementation Security

Beyond protocol-level analysis, implementation flaws in VPN clients have been
shown to undermine security in practice. Xue et al. [30] discovered the Tunnel-
Crack vulnerabilities, a class of design flaws that the authors found present in a
wide range of VPN clients, including those based on WireGuard, that allow an
attacker to manipulate routing tables and cause traffic to bypass the VPN tunnel
entirely. Our work targets a different class of implementation errors: protocol-level
implementation errors that compromise the security properties of the tunnel
itself.

8.4 Protocol State Fuzzing

A complementary body of work uses model learning to automatically infer state
machine models of protocol implementations from black-box observations and
then inspects the learned models for deviations from the specification. De Ruiter
and Poll [24] introduced protocol state fuzzing for TLS, using the L* algorithm
to infer state machines and discovering exploitable flaws in several widely used
TLS implementations. This approach has since been applied to various protocols,
including DTLS [13] and SSH [3]. Our approach differs from model learning in
that we derive test cases from a manually constructed operational model rather
than inferring models automatically. This allows us to precisely target the specific
ambiguities and pitfalls we identify in the WireGuard specification, producing a
compact test corpus whose cases are directly tied to concrete security properties.
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8.5 Protocol Testing Frameworks

Several frameworks have been developed to support systematic testing of se-
curity protocol implementations. Somorovsky [26] introduced TLS-Attacker, a
Java framework that allows testers to construct arbitrary TLS message flows
and modify message contents freely, enabling the discovery of padding oracle
vulnerabilities through a combination of fuzzing and directed testing. Maehren
et al. [20] built on TLS-Attacker with TLS-Anvil, which applies combinatorial
testing to TLS by automatically extracting an implementation-specific parameter
model and generating targeted test cases that explore parameter interactions
systematically. Ammann et al. [1] introduced DY Fuzzing and demonstrated it on
TLS and SSH. Our test framework follows a similar philosophy: it acts as a proto-
col peer and executes precisely crafted message sequences. Unlike TLS-Attacker
and TLS-Anvil, however, its test cases are derived from a manually specified
operational model rather than from combinatorial enumeration of parameters.

9 Conclusion

This paper presented a systematic analysis of the WireGuard protocol from an
implementation correctness perspective. We constructed an explicit operational
model of the protocol and used it to identify a range of implementation pitfalls
with concrete security implications. We organised these findings into a structured
test corpus and implemented the black-box tests in blacknoise, an automated
framework that acts as a WireGuard peer and can be run against any imple-
mentation. We examined eight common WireGuard implementations against
this corpus, combining automated tests run through blacknoise with manual
source-code review for the remaining tests, and disclosed the deviations we found
to their respective maintainers. We further showed that observable behavioural
differences between these implementations are sufficient to narrow the implemen-
tation running on a remote peer to at most two candidates. While the WireGuard
specification is concise and its cryptographic foundation is sound, our analysis
reveals that a number of state management, timer, and counter behaviours are
underspecified, and that deviations from the intended operational model can
compromise confidentiality, authentication, and session continuity. We hope that
the explicit operational model, the test corpus, and the blacknoise framework
together provide a useful foundation for implementers and security researchers
seeking to evaluate and improve the robustness of WireGuard implementations.

Awailability. The blacknoise framework, the companion fingerprinting tool, the
explicit operational model, and the packet captures recorded for every test are
released under the Apache 2.0 and MIT licenses. All artefacts are available at:

https://github.com/JeroenRobben/blacknoise

Acknowledgments. This research is partially funded by the Research Fund KU
Leuven, and by the Cybersecurity Research Programme Flanders.
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A Test Results

Table 3. Security testing results. v pass, X fail. Endpoint-roaming rows show whether
the implementation roams on that message type. * = checked by manual source review.
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B WireGuard Protocol Constants
Table 4 lists the named constants defined in the WireGuard whitepaper [6] that

govern session lifetime, rekeying behaviour, and timer durations. These constants
are referenced throughout the paper.

Table 4. Named constants from the WireGuard whitepaper.

Constant Value Description

Rekey-After-Time 120s Initiate rekeying after this session age
Reject-After-Time 180s Reject sessions older than this
Rekey-Timeout 5s Interval between handshake retransmissions
Rekey-Attempt-Time 90s Give up handshake after this duration
Keepalive-Timeout 10s  Send keepalive after this idle period

200 TInitiate rekeying after sending this many mes-

sages in a session

Rekey-After-Messages

Reject-After-Messages 254 —213_1  Reject sessions that have sent this many mes-
sages
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